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Executive Summary
Deep learning (DL) is an artificial intelligence (AI) breakthrough, leveraging trained data models to solve problems better 
and faster than human levels of performance. Although the earliest DL models were developed in the 1960s, the broad 
adoption of DL has taken several generations, partly because of the significant infrastructure that it requires. DL  demands 
huge amounts of computing resources to execute complex models. In addition, large model sizes — especially those that 
involve images — place significant demands on the physical storage system and data movement between compute and 
storage. This paper is focused on the relationship between training models and the high-throughput, high-bandwidth, and 
low-latency data access required to accelerate the process to gain new AI insights at scale.

NVIDIA, Mellanox, and WekaIO are innovative companies that have combined their respective technologies to support 
AI workloads. NVIDIA is the world leader in accelerated computing, enabling enterprises to speed up DL training up 
to 96 times faster than a CPU server. Mellanox provides high-bandwidth, low-latency, dense data center switching as 
the common data fabric. WekaIO is an innovation leader in high-performance, scalable file storage for data-intensive 
applications. The WekaFS™ file system transforms NVMe-enabled servers into a low-latency storage system for AI and 
high-performance computing (HPC) workloads. The combined solution, which is described in this Weka AI™ Reference 
Architecture (RA), enables the most demanding DL models to be trained faster, allows enterprises to rapidly iterate on their 
models, and delivers faster time to insights for greater business agility.

Designing and implementing an AI infrastructure can be time-consuming and daunting, as DL workload demands are similar 
to those of HPC in how they consume significant data center resources. Additionally, DL workloads access large amounts of 
small files, which creates a more demanding metadata load than traditional HPC systems are designed to handle. The Weka 
AI Reference Architecture specifies the building blocks required to deliver a high-performance solution for DL training, 
leveraging industry-leading technologies while eliminating the complexity of typical HPC environments.

Intended Audience
IT organizations face a host of challenges as they try to match the flexibility and scalability of the cloud. Today’s applications 
have a wide variety of performance (IOPs, bandwidth, latency), scale, and other requirements that cannot always be met by 
existing cloud infrastructure. This dynamic—coupled with the diversity of application file formats, access protocols, and data 
structures—leads to data silos and IT complexity. Trying to eliminate these conditions through consolidation often results in 
user aggravation when application performance is negatively impacted. 

Storage architects try to work around these limitations by adding multiple storage tiers and using costly all-flash arrays (AFAs). 
AFAs are optimized for performance, but they do not provide the scale and resiliency of the cloud. Furthermore, because large 
applications may not fit within a single array and AFAs use block storage protocols that are not shareable across servers, this 
approach is unsuitable for shared storage use cases. The result of these workarounds has been a costly and endless cycle of 
rearchitecting the infrastructure to keep pace with changing application requirements.

Deep Learning Data Pipeline
DL pipelines consist of two overlapping paths, one for model training and the other for production inference. The training 
workflow, which is the focus of this paper, follows a series of steps as outlined in Figure 1.  

Training is the most computationally intensive path, involving many computations to train a model with specified input data. 
Once trained, the model must undergo regression testing via large-scale inferencing against a known data set, comparing 
the model to the desired outcome. Once a model is considered trained, the production inference path uses ingested 
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normalized input data to generate a conclusion, which has a much lighter computational requirement than the iterative 
back-propagation process of training.

Ingest
Data

Transform
Data

Train
Model

Training Workflow
Inference Workflow

Refine and Op�mize

Validate
Model with
Inference

Produc�on
Inference

Figure 1 – Deep Learning Data Pipeline

Today’s DL applications include complex, multi-stage pre-processing data pipelines that involve compute-intensive steps 
mainly carried out on the CPU.

1. Ingest Data into the DL pipeline. An example of ingested data would be images and associated metadata. A typical I/O 
profile consists of small file sequential reads, often followed by a large number of small or large file sequential writes that 
are aggregated for increased throughput.

2. Transform Data to clean and store input data in a normalized form. For image data, this can consist of image decoding 
and various conversions in size and/or color, with performance being often limited by server host CPUs. The NVIDIA 
Data Augmentation Library (DALI) is a collection of highly optimized building blocks and an execution engine to 
accelerate input data pre-processing for DL applications. DALI can offload much of this work onto GPUs, eliminating the 
CPU performance bottleneck. To fully realize the benefit of this improvement, the underlying storage must perform I/O 
operations at a level that is high enough to keep the pipeline saturated. The I/O profile for this part of the pipeline is 
typically small file sequential writes.

 There is a secondary stage of data transformation during the “refine and optimize” loop during which some noise/jitter is 
added to the images to increase the versatility and resiliency of the trained models. For autonomous driving training, for 
example, the transformation phase might add rain or fog over the images.

3. Train Model by passing each dataset member through the model. Each data item perturbs coefficients set at each layer, 
biasing it towards a future conclusion. Supervised training is the most common method, with each input accompanied 
by a desired output value. Unsupervised training examples lack a provided output value, requiring the model to 
organize the data based on common characteristics, e.g., grouping similar items into a cluster. In the case of training for 
autonomous driving, the supervised training uses labeled images that mark the different key elements in each frame 
(other cars, pedestrians, traffic lights, etc).

4. Validate Model with Inference using input data that the model has not yet seen. Inference based on this data helps 
to ensure accuracy and avoid false positives. High error rates indicate the need for further training. The file sizes are 
similar to those used during the training phase. The I/O pattern during this stage can be characterized as having a very 
high number of sequential file reads. For example, when training for autonomous driving, the infrastructure will try to 
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simulate driving through as many miles as possible during this phase.

 This step is the most taxing on the storage infrastructure, as more well-driven miles equates to a higher quality for the 
model. This is also the phase with the highest level of parallelism as more independent “virtual cars” can be simulated. 
It becomes critical for the storage system to support more concurrent I/O workloads in order to achieve a direct 
improvement in the reliability of the model.

5. Production Inference occurs when a trained and validated model is used in a production environment. Input data is 
often aggregated into larger files containing many items reduced to short tensor values to maximize throughput. For the 
autonomous driving example, the GPU inferencing occurs in the car itself on live image feed from the surrounding car 
cameras.

Figure 2 – GoogLeNet from Christian Szegedy et al., Going Deeper with Convolutions (2014)

Reference Architecture
The most popular DL algorithms utilize multilayered convolutional networks with back-propagation, which is ideal for 
image-based models. These models are computationally intensive, leveraging highly parallel instructions to execute the 
models. GPUs have proven to be significantly more powerful at executing DL computations than traditional CPU- based 
architectures, and this has led to the development of dedicated server infrastructure to process DL workloads. The 
computational load of the model determines the required amount of GPU processing, and the training data sets determine 
the storage capacity requirements. The volume of data and computation required for use cases such as autonomous vehicle 
training, medical diagnostics, conversation intelligence, or image recognition demand multiple GPU servers to execute the 
training pipeline. It is critical to ensure that the infrastructure solution is optimized to fully utilize the GPU servers. The 
interconnect between compute resources and the persistent storage layer that stores the shared date set must provide 
ample bandwidth for all GPU servers. If data flow is impeded by poor choices in storage and networking infrastructure, the 
computational power of the GPUs will be wasted. 

Reference Architecture Overview
The Weka AI Reference Architecture (RA) leverages file system software from WekaIO, accelerated computing hardware 
and software from NVIDIA, networking from Mellanox, and shared storage from either HPE®, Dell™, or Supermicro®. 
This solution was tested and benchmarked, scaling from one to nine NVIDIA DGX-1 systems. The storage utilized was 
the entry-level Supermicro Storage Appliance with a Supermicro BigTwin CPU server running the WekaFS software. The 
WekaIO solution can be implemented on other choices of server platform, as noted in the compatibility matrix shown in 
Appendix 1. For production environments, the number of servers managed by WekaFS can scale significantly beyond the 
entry RA configuration to meet the specific needs of the DL workload.

InfiniBand (IB) is a popular internetworking protocol used to deliver low latency and the best I/O performance between 
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servers in an HPC cluster. The DGX-1 system supports both InfiniBand and Ethernet, so customers can choose the most 
appropriate network protocol for their environment. This RA has been tested on both protocols as well so customers 
can understand the Weka performance profile for each type. For companies that have already deployed IB, the Weka RA 
can support native IB configuration with no change in the storage hardware platform and no need for an additional IB to 
Ethernet network bridge.

Figure 3 outlines the solution architecture tested with DGX-1 systems, the Supermicro BigTwin with WekaFS software, and 
a Mellanox SN2700 Ethernet switch. Testing was also executed on InfiniBand replacing the Mellanox SN2700 switch with 
the Mellanox SB7800.

Figure 3 – Supermicro Weka Reference Architecture

Compute: NVIDIA DGX-1 System
The DGX-1 system is a fully integrated AI supercomputer that is purpose-built for AI and HPC applications. A DGX-1 
system (Figure 4) contains eight NVIDIA Tesla V100 Tensor Core GPUs and delivers over 1 petaFLOPS of DL training 
performance. The eight GPUs within the DGX-1 are interconnected in a hybrid cube-mesh topology using NVIDIA 
NVLink™ technology. NVLink technology enables direct high-bandwidth, low-latency communications between GPUs 
within the system, avoiding bottlenecks caused by the system PCIe bus. The DGX-1 system also includes four 100 Gbit/sec 
network interconnects facilitating outstanding connectivity to storage.

Figure 4 – NVIDIA DGX-1 System
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The DGX-1 system is configured with the DGX software stack, including the system operating system and NVIDIA- 
optimized DL containers for maximum GPU acceleration. NVIDIA provides access to its NVIDIA GPU Cloud (NGC) library 
of containers, offering fully-optimized versions of popular DL frameworks including TensorFlow™, PyTorch, and Caffe2, 
for maximized GPU-accelerated performance. Each container has everything necessary to run supported applications in a 
highly performant yet portable fashion, and includes the necessary drivers, libraries, communication primitives, and other 
software, enabling users to avoid lost productivity associated with engineering their own AI software stack.

Networking: Mellanox
Mellanox SN2700 provides the most predictable, highest density 100 GbE switching platform for the growing demands of 
today’s data centers. The SN2700 shown in Figure 5 introduces the world’s lowest latency for a 100 GbE switching and 
routing element, and it does so while having the lowest power consumption in the market. With the SN2700, the use of 
25, 40, 50 and 100 GbE is enabled without changing power infrastructure. The SN2700 introduces superior hardware 
capabilities, including dynamic flexible shared buffers and predictable wire-speed performance with no packet loss for any 
packet size.

Figure 5 – Mellanox SN2700 Open Ethernet Switch

Mellanox provides the world’s first smart switch, enabling in-network computing through Scalable Hierarchical Aggregation 
Protocol (SHARP)™ technology. Built with Mellanox’s Switch-IB™ 2 InfiniBand switch device, the SB7800 series shown in 
Figure 6 below, provides up to thirty-six 100 Gbit/sec full bi-directional bandwidth per port. The SB7800 series has the 
highest fabric performance available in the market with up to 7.2 Tb/sec of non-blocking bandwidth with 90 ns port-to-
port latency.

Figure 6 – Mellanox SB7800 InfiniBand EDR 100Gb/sec Switch System

Storage: WekaFS Software on NVMe Based Servers
This reference architecture leverages WekaFS on commercially available NVMe servers (Figure 7). The Supermicro 
BigTwin server platform was used with WekaFS for the purpose of performance testing. An entry-level, minimum cluster 
configuration for Weka has eight server nodes that are presented as a single storage cluster. Testing was completed on two 
Supermicro BigTwin chassis, each chassis containing four nodes. Each node has CPUs, NVMe storage, and high-bandwidth 
networking. The exact configuration for the reference architecture is detailed in the Benchmark Architecture section. The 
cluster can start as small as two BigTwin chassis (eight nodes) and scale to thousands of nodes.

Figure 7 – WekaFS on Supermicro BigTwin 
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WekaFS, the world’s fastest and most scalable filesystem, transcends the limitations of local storage, traditional NFS 
storage, and block storage using a legacy parallel file system, making it ideal for data-intensive AI and HPC workloads. 
WekaFS integrates NVMe-based flash storage, standard X86 compute servers, object storage, and ultra-low latency 
interconnect fabrics such as InfiniBand or 100 GbE into an NVMe-over-Fabrics architecture, creating an extremely high-
performance, scale-out storage system. WekaFS performance scales linearly as more servers are added to the cluster.

In addition to parallel access, WekaFS also supports all of the common file access protocols including POSIX, NFS, 
SMB, and REST for maximum compatibility and interoperability. Hadoop and Spark environments also benefit from the 
performance of a shared file system through a fully-integrated connector that allows WekaFS to replace HDFS and function 
as a single, easy-to-manage data lake for all forms of analytics. Data protection is achieved using a resilient, space-efficient 
distributed data protection schema whereby reliability increases as the number of storage nodes grows. WekaFS also 
ensures data integrity through an end-to-end checksum, and data is fully encrypted and protected all the way from the 
compute layer to the storage.

WekaFS supports an optional hybrid storage model with the ability to tier to lower-cost hard disk drives in an object 
store. This integrated tiering to multiple S3 targets enables cost-effective data lifecycle management for older or less used 
training data. In addition, it provides cloud-bursting capabilities for organizations that require on-demand GPU resources in 
the public cloud. Figure 8 provides an overview of how WekaFS works in a typical production deployment.

Figure 8 – Typical WekaFS Production Deployment

Tested Reference Architecture 
The following section outlines the hardware and software that was tested for the reference architecture, and also describes 
the minimum starting solution for production implementations.

Test Platform
The results presented in this paper were obtained from testing performed with the Supermicro BigTwin utilizing both 
Ethernet and InfiniBand networking. Table 1 outlines the hardware configurations used for Ethernet testing and Table 2 
outlines the hardware configuration for InfiniBand. The tested configuration is the baseline configuration for Weka. Actual 
field deployments can scale out significantly based on desired performance and storage capacity requirements. As noted 
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earlier, Weka is software-defined and supports several server models (outlined in Appendix 1) that will deliver comparable 
performance to the numbers presented in this report.

Description Purpose Quantity

BigTwin with WekaFS, 8 node, 2x100 Gbit - SRS-AFBT08-WEKA-01-CC089 Storage 1

NVIDIA DGX-1 system with 8 Tesla V100 GPU Compute 9

Mellanox SN2700 -32 Port 100 Gbit Ethernet Switch Network 1

Mellanox MCP1600-C003 Ethernet 100Gbit QSFP Cable Cables 17

Table 1 – Hardware components for Ethernet Configuration

Description Purpose Quantity

BigTwin with WekaFS, 8 node, 2x100 Gbit  - SRS-AFBT08-WEKA-01-CC089 Storage 1

NVIDIA DGX-1 system with 8 Tesla V100 GPU Compute 9

Mellanox SB7800 – 36 Port EDR 100 Gbit/sec EDR Switch Network 1

Mellanox MCP1600-E003 EDR 100 Gbit QSFP Cable Cables 17

Table 2 – Hardware components for InfiniBand Configuration

Software
Table 3 outlines the software components that are required to implement the reference architecture.

Description Purpose

WekaFS parallel file system software V. 3.3.3

NVIDIA DGX-1 OS Ubuntu 16.04 LTS

Machine learning framework Tensorflow version 1.13

Benchmark software tf_cnn_benchmark 

Mellanox OFED 4.5-1.0.1

Table 3 – Software Versions

Network Configuration
The solution tested for this reference architecture consisted of nine NVIDIA DGX-1 systems connected to a single Mel-
lanox switch (Ethernet and InfiniBand) over a single 100-Gbit network connection. Each DGX-1 system comes with four 
Mellanox ConnectX-4 100 Gbit/sec or ConnectX-5 100 Gbit/sec single port network interface cards (NICs) that can be 
configured to support Ethernet or InfiniBand internetworking. For this validation testing, only one Mellanox ConnectX-4 
100Gbit/sec NIC was utilized for a total of nine 100-Gbit links from the GPU cluster to the network switch.
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The Supermicro BigTwin server was configured with a single ConnectX-5 100-Gbit VPI dual-port PCIe NIC. A single 100-
Gbit network port per storage node was connected to the Mellanox switch for a total of eight 100-Gbit links from the 
storage cluster to the same network switch.

The network switch was configured with a message transmission unit (MTU) as follows:

•  Ethernet – 9000 MTU
•  InfiniBand – 4096 MTU

Weka AI Reference Architecture does not require RDMA over Converged Ethernet (RoCE) to be configured on any 
portion of the design. It also does not require priority flow control (PFC) to be configured on the network switch, greatly 
simplifying the network deployment.

Figure 9 – Network Topology

Note: In production environments, the reference architecture can support up to 400 Gbit of network connectivity per 
DGX- 1 system and up to 200 Gbit of network connectivity from each storage node. The Supermicro BigTwin can be 
configured to support a high availability (HA) configuration utilizing both ports on the ConnectX-5 NIC, increasing overall 
throughput to 200 Gbit of network bandwidth/node. Testing was completed utilizing only a single 100-Gbit network link as 
I/O bandwidth was more than enough for the synthetic testing.

Benchmark Performance Testing
Performance testing for the Supermicro Weka AI Reference Architecture was conducted in two stages. The initial phase 
consisted of baseline I/O testing to measure the maximum raw I/O performance capability of the combined reference 
architecture. Testing was conducted on the InfiniBand network configuration.

The second phase of testing measured performance to the DGX-1 system cluster utilizing popular industry-standard DL 
benchmarks.

The storage system I/O was tested with FIO (Flexible I/O), a versatile I/O workload generator that can simulate different 
I/O patterns according to the use case. The DL testing utilized TensorFlow, an open-source DL software framework that 
originated at Google and is now commonly used for both research and production. The ImageNet dataset was utilized to 
generate the DL workload.
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Infrastructure Performance Testing
All infrastructure testing was performed using FIO version 3.13

Benchmark Model Reference Paper

FIO https://fio.readthedocs.io/en/latest/fio_doc.html

Table 4 – Infrastructure Benchmark

Storage Performance - Single DGX-1 System
FIO testing provides a baseline measure of the I/O capability of the reference architecture. The initial test was conducted 
with a single DGX-1 system to establish the performance that the solution could deliver on a single 100-Gbit InfiniBand 
link to the host. Figure 9 shows that WekaFS is capable of fully saturating a 100-Gbit link, delivering a peak read 
performance of 10.8 GB/sec to a single DGX-1 system. The IOPS performance measurement shows that WekaFS delivered 
over 250,000 IOPS to a single DGX-1 system on a single 100-Gbit network link.

Figure 10 – IOPS and Bandwidth Performance to a Single DGX-1 System

Storage Performance – Nine DGX-1 Systems
To push the storage system to its limits, FIO was conducted across all nine DGX-1 systems. Figure 10 shows that the base 
configuration RA platform from Weka can deliver over 45 GB/sec to the nine DGX-1 systems. The IOPS performance 
measurement shows that WekaFS delivered over 2.3 million IOPS from the storage system. Each additional BigTwin storage 
server would add 22.5 GB/sec bandwidth and over one million IOPS to the overall system performance.
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Figure 11 – IOPS and Bandwidth Performance from the Baseline RA Hardware Platform

Deep Learning Performance
For the DL portion of the performance testing, the solution was tested across a broad range of popular DL models as 
different models stress different aspects of compute and storage. The models were run on the version 19.06 release of the 
NVIDIA NGC TensorFlow container.

• Table 5 outlines the benchmark models conducted as part of this RA testing

• All tests were conducted on both Ethernet and InfiniBand, validating results for both network types

• Batch sizes were kept constant across Ethernet and InfiniBand

• The first set of tests was conducted on a single GPU system to demonstrate scaling across GPUs starting with a single-
GPU system environment. The benchmark tests scaled from two to eight GPUs inside a DGX-1 system in increments of 
two (two, four, six and eight)

• The second phase of the testing was conducted to scaling across multiple-GPU systems. Performance scaling was 
measured to one, three, six, and nine DGX-1 systems (eight, twenty-four, forty-eight and seventy- two GPUs)

• The batch sizes utilized for test purposes are outlined in Table 6

• All tests were conducted for training and inference

Benchmark Model Reference Paper

ResNet-50 https://arxiv.org/abs/1512.03385

ResNet-152 https://arxiv.org/abs/1512.03385

AlexNet https://papers.nips.cc/paper/4824-imagenet-classification-with-deep-convolutional-neural-networks.pdf

GoogLeNet https://arxiv.org/pdf/1409.4842v1.pdf

Inception-v3 https://arxiv.org/abs/1512.00567

Inception-v4 https://arxiv.org/pdf/1602.07261.pdf
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Table 5 – List of Benchmarks Models

Benchmark Model Batch Size

Training

ResNet-50 416

ResNet-152 320

AlexNet 1024

GoogLeNet 1024

Inception-v3 256

Inception-v4 256

Inference

ResNet-50 416

ResNet-152 320

AlexNet 1024

GoogLeNet 1024

Inception-v3 256

Inception-v4 256

Table 6 – List of Benchmark Batch Sizes

Benchmarking across multiple systems was coordinated with Horovod, an open-source Python package originally 
developed by Uber. Distributed TensorFlow processes use Horovod to manage communications between them.

Performance Scaling Inside a Single DGX-1 System
For the single system training benchmark, a subset of the benchmark models was chosen. ResNet-152 and ResNet-50, 
two common DL models, were utilized for this initial scaling test. Each of these was run in an NVIDIA NGC TensorFlow 
container on a single DGX-1 system in the configuration shown in Figure 3. As a single DGX-1 system, however powerful, 
is only a small compute engine for this Weka AI configuration, all training occurs at full GPU performance levels. The results 
outlined in Figure 11 scale linearly, showing that the system and its connected storage operate at full utilization. In addition, 
there was virtually no performance difference between the Ethernet and InfiniBand results, showing that WekaFS performs 
equally well on either network type without the need for complex network configurations such as RoCE.
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Figure 12 – Training and Inference Results – Single DGX-1 System

Performance Scaling across Nine DGX-1 Systems
Having established linear scaling across GPUs in a single DGX-1 system, the second phase of testing used a more extensive 
set of DL models to investigate performance scaling across a pod of nine DGX-1 systems - 72 GPUs in total. 

Training Results – Performance Scaling Across Nine DGX-1 Systems
As in the single system tests, each system ran the benchmarks from an NVIDIA NGC TensorFlow container. Linear scaling 
is often difficult to produce due to the complexities and interactions of data flows between GPUs, CPUs, and systems. The 
measured performance, outlined in Figure 12 increases linearly as the number of systems grows because of parallelism, 
demonstrating that even the minimum Supermicro Weka configuration used can keep a full rack of DGX-1 systems saturated 
with data for maximum system and GPU utilization.
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Figure 13 – Training Results - Multiple DGX-1 Systems

Inference Results - Performance Scaling Across Nine DGX-1 Systems
A configuration identical to that used for multi-system training was used to assess the impact of scaling production 
inference. Performing only inference requires significantly less computation from each system but far more IO, yet Weka 
AI continues to deliver linear scaling (Figure 13). The maximum performance number was measured on GoogLeNet, where 
WekaFS delivered over 185K images per second across nine DGX-1 systems.
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Figure 14 Inference Results - Multiple DGX-1 Systems

The overall conclusion from all benchmarks is that the minimum starting Weka Reference Architecture powered by WekaFS 
software provides ample storage throughput,  enabling nine DGX-1 systems to use their full capabilities. Whether it is for 
training or inference across all systems and GPUs, performance clearly scales linearly. As a production DL cluster grows 
beyond nine DGX-1 systems, the RA can easily grow to support additional size and bandwidth, simply by adding more 
network connections for greater bandwidth or adding more Weka storage server nodes for scale-out performance.

Inference Throughput to Nine DGX-1 Systems
It has been well documented that the synthetic benchmark tests for training may not push the storage system to its limits. 
Therefore, the testing focused on inference training to get a measure of the peak bandwidth required from the storage 
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system to support nine DGX-1 systems. The benchmark results captured the maximum I/O performance across the 
series of benchmarks utilizing Ethernet networking. Three of the benchmark results shown in Figure 14 measured a peak 
performance of over 20  GB/sec.

The Weka FIO tests showed that peak read performance could deliver 46 GB/sec of read bandwidth, providing significant 
headroom for performance expansion.

Figure 15 Inference Result for 72 GPU Nodes (9 DGX-1 Systems)

Conclusion
This paper has examined the performance of a DL infrastructure based on the Weka AI Reference Architecture combining 
nine NVIDIA DGX-1 systems each with eight Tesla V100 GPUs, a single Mellanox networking switch, and WekaFS software. 
Testing was completed on the Supermicro BigTwin server chassis platform and performance is expected to be comparable 
on other Weka-approved server platforms with comparable hardware configuration (see Appendix 1 for other server 
options).

Our results show that performance scales linearly from two to eight NVIDIA Tesla V100 GPUs within a single DGX-1 
system. Furthermore, performance scales linearly across DGX-1 systems, from one to nine DGX-1 systems, all sharing the 
same storage infrastructure.

All the DL benchmarks were conducted on InfiniBand and standard Ethernet networking, without the need to enable RoCE 
in the network, fitting the complete setup in a single 1U switch. The Weka AI Reference Architecture delivered consistent 
results across both network types without any discernible performance difference. The benchmarks leveraged only a single 
100-Gbit link on the DGX-1 system and Weka AI storage cluster, allowing for significant performance expansion for real-life 
production models.

In many machine learning deployments, each DGX-1 system is dependent on its own local storage to serve the training 
models, requiring elaborate data staging in order to scale. Using the Weka AI shared storage solution allows multiple 
DGX-1 systems to scale linearly up to the limit of the storage system. This reference architecture demonstrated that the 
Weka AI solution has significant headroom for additional performance demands from real-life DL models. WekaFS delivers 
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unique value by providing the convenience of centrally managed shared storage, integrated tiering to a data lake on object 
storage, the scalability of a supercomputer, and performance in excess of even local NVMe storage. The benchmark results 
from using several image classification models show that training is more compute than I/O bound, allowing many DGX-
1 systems to be served with the minimum Weka AI cluster. Inference, being much less computationally intensive, can 
utilize much more storage bandwidth depending on the required response time. Weka AI scales independently of compute 
resources for greater flexibility, allowing storage nodes to be tailored for the exact environment, whether dedicated training, 
production or a mix, including HPC.

The Weka AI RA has shown its ability to deliver high I/O performance to a GPU cluster consisting of high-performance 
servers. As DL training datasets increase in size and models increase in complexity, each training session will require more 
resources. Weka has the power and flexibility to keep current GPU clusters free of I/O bottlenecks and to easily scale 
to accommodate future needs. While it is beyond the scope of this paper, Weka also supports cloud-based GPUs for 
organizations that wish to leverage the public cloud for additional on-demand GPU resources.
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Appendix 1
The Weka AI Reference Architecture can be deployed on one of several hardware options. The performance numbers 
shown in this paper are representative of a server populated with six NVMe drives. Servers with higher NVMe drive 
count will deliver higher levels of performance because of additional NVMe lanes. WekaFS software takes advantage of 
parallelism to deliver more performance as additional drives are added.

Vendor System Name Part
Number

Drives
 Per Server

More
Information 

Dell PowerEdge R640 8 https://dell.to/33rXW9B

HPE Apollo 2000 Gen10 867159-B21 4 http://bit.ly/2WUwSNy

HPE ProLiant DL360 Gen10 867960-B21 10 http://bit.ly/32qSP8b

Supermicro BigTwin 2029BT-HNR SRS-AFBT08-WEKA-01 6 http://bit.ly/2oWcwXN

Supermicro SuperServer 1029U-TN10RT SRS-AF1U08-WEKA-03 10 http://bit.ly/2oWcwXN
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